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Introduction and Motivation

“Human-like reasoning” is one of the major goals of AI:

• Machine learning approaches typically “entertain a quite informal 

notion of reasoning, which is often simply identified with a 

particular kind of prediction task.”

• KR&R typically approaches reasoning as the application of some 

kind of mathematical proof theory.

• It is well known that each approach has pros and cons:

– ML: Good results on specific domains, handles noise well, scalable, but 

brittle in general.

– KR&R: Expressive, correct, flexible representations, but not scalable in 

general, and noise causes major issues.

• Recursive Reasoning Networks (RRN) as an NSR model.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Introduction and Motivation

Why take an ML approach to reasoning?

• Combining ML and KR&R is commonly regarded as the way 

towards further progress in AI.

• Expected to allow:

– Leveraging background knowledge to address the brittleness

problem.

– Knowledge transfer

– Learning from smaller amounts of data

– Explainable symbolic inference of learned neural models

Goal: Employ SOTA techniques from DL to “manage the balancing 

act” and obtain the best of both worlds.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Deep Ontological Networks

Very brief refresher on Ontological Reasoning



The Semantic Web

“The Semantic Web is not a separate Web but an extension of the 

current one, in which information is given well-defined meaning, 

better enabling computers and people to work in cooperation.”

Tim Berners Lee: “The Semantic Web”, Scientific American Magazine, 2001

Key Concepts:

• An extension of the “normal” Web, or Web 1.0

• Information is given a well-defined meaning

• Enables computers and people to cooperate

The SW offers standards that help leverage semantics-enriched 

data at a large scale.



The Semantic Web: Data with Meaning



The Semantic Web: Data with Meaning
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The Semantic Web Stack (AKA “Layer Cake”)

Source: www.w3.org
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Architecture of “The Web”

Source: https://www.w3.org/DesignIssues/diagrams/sw-double-bus.png

https://www.w3.org/DesignIssues/diagrams/sw-double-bus.png


What are Ontologies?

Ontology: A model of some aspect(s) of the world

• Introduces a vocabulary relevant to the domain

Example: Auto mechanics

• Specifies a meaning (semantics) for terms

Example: The starter engine is an engine that’s part of the car’s 

starting system.

• It can be formalized by logical languages:

Example: 

X [starterEngine(X)  engine(X) 

Y,Z (isPartOf(X,Y)  startingSystem(Y,Z)]



A Very Simple Ontology
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A Very Simple Ontology

• The following rules in FOL encode part of the ontology that we 

saw in the previous slide:

X,Y paints(X,Y)  creates(X,Y)

X,Y creates(X,Y)  artist(X)  work(Y)

X,Y paints(X,Y)  painter(X)  painting(Y)

• A fact like “Michelangelo created La Pietá” would be encoded:

sculpts(michelangelo, thePieta)

• If we only have access to that fact, we can only answer simple 

queries like:

– What did Michelangelo sculpt?

– Who sculpted La Pietá?



What can we do with an ontology?

But with the ontology, we can answer more complex queries:

Q: Who is Michelangelo?

A: He is an artist and also a sculptor

Q: What is La Pietá?

A: It is a work of art and also a sculpture

Q: Do you know any sculptors? How about sculptures?

A: Michelangelo is a sculptor, and La Pietá is a sculpture

Q: Do you know any artinsts? How about works?

A: Michelangelo is a artist, and La Pietá is a work of art



Remarks

• Ontological KBs can be seen as a way to formalize information in 

terms of individuals, classes, and relations.

• Knowledge graphs are special cases of such KBs:

– Individuals correspond to nodes

– Binary relations correspond to labeled directed edges

– Classes correspond to binary vertex labels

• Facts in KGs are typically stated in the form of triples:

<subject, predicate, object>

• It is common to assume a fixed vocabulary, so all classes and 

relations are fixed a priori.



Deep Ontological Networks

Recursive Reasoning Networks



Towards a Problem Statement

• The authors consider a language based on Datalog:

– Relations have arity 1 or 2.

– No functional symbols.

– Rules with “” in the head are allowed and represent constraints.

• Rules are of the form: 1  …  n  

• Negative constraints are of the form: 1  …  n  

In both cases,  and 1, …, n are atoms and n  0.

• Facts are rules without bodies, and literals are either facts  or 

negated facts .

• Databases are finite sets of facts.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Datalog Ontologies: Example

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Towards a Problem Statement

• Language semantics is straightforward and defined as usual:

– Herbrand interpretations

– Satisfaction of rules by interpretations

– Sets of rules satisfiable by interpretations (models)

– Logical entailment of facts by sets of rules

– Unique least satisfying interpretations (minimal models)

– Negated facts derived via the (Local) Closed World Assumption defined as 

usual: R   iff R   (local variant considers “close” atoms)

– Logical entailment is denoted with the symbol “ ”

• Assume that: D is variable and of size k,  is fixed,  is variable.

• Problem: Given a database D, a program , and a literal , 
decide whether D  .

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Problem Statement

• Problem: Given a database D, a program , and a literal , 
decide whether D  .

• Solution (goal): Derive a neural network N[,k] with binary 

output that, given:

– an arbitrary D of size at most k, and

– an arbitrary literal 

is such that N[,k] = 1 if and only if D  

• Recursive Reasoning Networks (RRNs): Designed specifically 

for this class of problems.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



RRN Model: Intuitions

Formal ontology reasoning is replaced with computing a learned deep 

neural network called an RRN:

• Every RRN is trained relative to a particular ontology – like its 

counterpart, it is independent of specific facts.

• The vocabulary of classes and relations in the ontology determines 

the structure of the recursive layers available in the RRN.

• In contrast, the rules are not provided, they must be learned from 

the training data.

• Application of trained model on specific facts is done in two stages:

– Generate vector representations (embeddings) for individuals in the data.

– Compute predictions for queries solely based on such embeddings.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



RRN Learning: Intuitions

Based on the idea that all the information on an individual – both 

specified and inferable – can be encoded in its embedding:

• Start by randomly generating initial embeddings for all 

individuals appearing in the data.

• Iterate over all input triples and update the embeddings of 

individuals involved.

• This considers both the individuals’ embeddings and the 

possible inferences afforded by the provided facts.

• Clearly, the process involves going through all the data multiple 

times – this is essential for encoding reasoning chains.

• The process is the same as that for learning classical RNNs.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



RRN Learning: Overview

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



RRN Prediction: Intuition

• Learned embeddings can be used to answer atomic queries 

about the data they are obtained from.

• For this purpose, the model provides multi-layer perceptrons 

(MLPs) for both:

– Relations between two individuals

– Class memberships of a single individual

• This second step only “uncovers knowledge” that was encoded

during the learning process.

• The model thus allows to unravel complex relationships and 

considers relations and classes simultaneously.

• Note: Triples are not treated as text – RRNs are thus agnostic to 

individual names used in the database.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



A Deeper Dive: Setup

Recall some assumptions:

• Fixed vocabulary (everything but the data, including 

individuals).

• Relations are either unary or binary.

• Databases can be seen as sets of triples:

– R(i, j) as i, R, j

– C(i) as i, MemberOf, C

• Negated facts are simply encoded with a different relation 

symbol: “R” and “MemberOf”.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



A Deeper Dive: Setup

• For every KB, we have an indicator function:

• These vectors summarize all the information about an 

individual’s class memberships given explicitly in the facts.

• The trained model over ontology  is of the form:

where T = i, R, j is an arbitrary query.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



A Deeper Dive: Setup

The probability distribution on the RHS expresses the model’s 

belief regarding the truth of a query:

• Allows for training via cross-entropy error.

• During evaluation, queries are predicted to be true when the 

probability is 50% or more.

• Truth: The authors underscore the use of this term – as opposed 

to “D  ” – since the RRN provides a prediction even if the 

query is not provably entailed by the ontology.

Note: Training can be done using an actual DB or, if only the rules 

are available, by generating a DB based on those rules.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



A Deeper Dive: Model

Embeddings:

• Individuals are represented as unit vectors in d.

• Hyperparameter d to be chosen based on the ontology: 

expressiveness, vocabulary size, and number of individuals.

Update Layers:

• Need to define two kinds: relations and classes.

• Relations are in general not symmetric, so in total 4 update 

layers (subject/object and positive/negative).

• The RRN’s recursive layers define a gated network (a kind of 

RNN): Gates control how candidate update steps are applied.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Gated Recurrent Units (GRUs)

Source: https://goo.gl/XodLUU

https://goo.gl/XodLUU


A Deeper Dive: Model

One-sided updates for relations:

Simultaneous update operation:

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.
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A Deeper Dive: Model

• Classes are one-sided and we don’t need a positive and 

negative version, so we simply have:

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.

Model parameters



Algorithm 1: Generating individual embeddings

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



A Deeper Dive: Prediction

MLPs for computing predictions:

• A single MLP for all classes: 

MLP(classes) – expects a single embedding as inputs and returns 

probabilities for the corresponding individual’s membership in 

each class.

• One for each relation R in the vocabulary: 

– MLP(R) – expects a pair of embeddings and provides a 

probability for the relation to hold between the corresponding 

individuals.

– The negation of the relation is simply computed as                

1  MLP(R)(ei, ej)

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



A Deeper Dive: Training

• Training is done via samples of databases (sets of facts) that 

are associated with an ontology.

• Recall that only DBs are used – not rules – in training.

• Sampling can thus be used to generate DBs for training:

– Allows for a balanced use of rules

– Training can be done on facts that only appear as inferences and 

not as facts in the DB.

• Though a single training example is considered at a time, since 

samples are DBs, this corresponds to minibatches.

• The training procedure itself is straightforward – an overview is 

included in the following slide.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Algorithm 2: RRN Training

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.
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Empirical Evaluation



Datasets: Synthetic and Real

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.

Synth.

Real



Family Tree Dataset (28 kinds of relations)

Source: XXX
Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Countries Dataset

Source: XXX
Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Real Datasets

• DBpedia:

– Knowledge from Wikipedia

– Massive vocabulary with thousands of classes and relations

– Restricted to 101 most frequent classes and the 518 relations that 

allow for the greatest number of inferences.

• Claros:

– Catalog of archaeological artifacts

– 33 classes, 77 relations

• In both cases, the authors sampled using a subset of the 

original knowledge graphs using 200 individuals.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Real Datasets

• Unified Medical Language System (UMLS):

– Describes concepts from the biomedical domain

– 127 classes and 53 relations 

– More classes than relations, as opposed to the other two datasets

– Though UMLS only contains rules (no facts), the authors generate 

a dataset of 5,000 sample KBs based on it.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Results

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Further experiments: Tolerance to Noise

• Corrupted the test data:

– Missing information: Randomly removed one fact that could not 

be inferred.

– Inconsistency: Randomly chose one fact in each test sample and 

added a negated version of the same as another fact.

• Results:

– Reconstruction of missing information:

 DBpedia: 33.8%

 Claros: 38.4%

– Inconsistency:

 DBpedia: 88.4%

 Claros: 96.2%

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



t-distributed stochastic neighbor 

embedding (t-SNE)

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



t-distributed stochastic neighbor 

embedding (t-SNE)

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Further Results: Comparison with NTP

Neural Theorem Prover (Rocktäschel & Riedel, 2017):

• Rules restricted to positive Horn clauses.

• Trained on the same KG as the one it is evaluated on.

• Performance issues, so only compared using the synthetic 

datasets.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Further Results: #Updates and #Layers

• ...

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.



Discussion

• Kautz Level 4: Neuro:Symbolic  Neuro, where symbolic 

knowledge is compiled into a neural model.

• Strengths:

– Elegant and effective approach to learn neural encodings of rules.

– Promising experimental results.

• Limitations:

– Not yet capable of producing explanations for inferences.

– Datalog is weak as an ontology language compared with other 

languages like Existential Rules (a.k.a. Datalog+/-).

• Future work: Incorporate other forms of reasoning, such as non-

monotonic and argumentation-based reasoning.

Source: Hohenecker, P., & Lukasiewicz, T. (2020). Ontology reasoning with deep neural networks. JAIR, 68, 503-540.




