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Introduction



Neuro-symbolic computing (NeSy)

Incorporate neural perception into logic-based reasoning.

e Interpretability and reasoning through symbolic

knowledge.
e Robust learning and efficient inference with neural

networks.
e Expressive models that are able to perform joint inference

and joint learning.



NeSy Categories

e Differentiable frameworks of logical reasoning: use
the universal function approximation properties of neural
networks to emulate logical reasoning inside networks.

e Constrained output: enforce constraints or
regularizations on the output of neural networks.

e Executable Logic Programs: use neural models to
build executable logical programs.

e Neural Networks as Predicates: integrates neural
networks and probabilistic reasoning by introducing
neural networks as predicates in the logical formulae.



What is NeuPSL about?

e Novel neuro-symbolic (NeSy) framework.

e Integrates deep learning with hard and soft logical
constraints prioritizing joint learning and joint inference.

e Extends probabilistic soft logic (PSL).



NeuPSL Definition

Neuro-Symbolic Energy-Based Models



Energy-Based Models (EBMs)

Captures the dependencies or measure the compatibility of a
collection of observed or input variables x € X and target or
output variables y € Y with a scalar valued energy

function:

F:VYxX —R

e Low energy states of the variables represent high
compatibility.
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Energy-Based Models (EBMs)

e Inference in EBMs is performed by finding the lowest
energy state of the variables y given x.

e Learning is the task of finding a parameter setting that
associates low energy to correct solutions.

E={EW,Y,X): WeWw)

e A Loss functional is a function minimized during
learning and that is used to measure the quality of the

available energy functions.
LW,S)

S={X,Y):i=1...P)
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Neuro-Symbolic Energy-Based Models

NeSyEBMs is a family of EBMs that connects neural and
symbolic components.

e Input variables are divided between neural and symbolic
vectors.

e Parameters of the energy funcion are also divided
between neural parameters and symbolic parameters.

e Neural networks are used as inputs of potential functions.

12



Neuro-Symbolic Energy-Based Models

Symbolic potential
w(Y7 X? gnn<Xnn7 Wnn)) E R

NeSy-EBM energy function

E(\IJ(Y7 X, Xnn Wnn)a Wsy) c R
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NeuPSL Definition

Neural Probabilistic Soft Logic



Neural Probabilistic Soft Logic

w : NEURAL(Image,,Species) A SAMEENTITY(Image,, Image,) — CLASS(Image,,Species)
e Atoms are instantiated with both observed data and
neural predictions.

e w is the weight of the rule and quantifies its relative
importance in the model.

e Rules can be hard or soft constraints.

e Open world assumption: unseen values can be different
from zero.

Source: 15
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Grounding

To create the symbolic potentials, atoms and rules are
instantiated with observed data AND neural predictions.

w :NEURAL(Id1, C'at) A SAMEENTITY(Id1, Id2) — CLASS(Id2,Cat)
w :NEURAL(Id2,Cat) A SAMEENTITY(/d2,1d1) — CLASS(Id1,Cat)

Atoms instantiated with elements from data are ground
atoms and valid combinations of ground atoms create
ground rules.

Source: 16
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Potentials

e Each rule creates one or more potentials defined over X,
yandg

e Logical rules are relaxed using tukasiewicz continuous
valued logical semantics.

e Each potential ¢@. is associated with a parameter W
inherited from its instantiating rule.

i

e Potentials and weights from the instantiation process are
used to define a deep hinge-loss Markov random field
(deep-HL-MRF).
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Deep-HL-MRF

Deep hinge-loss potential:

¢(ya X7 Xnn? Wnn) — maX(l(Y? Xv gnn (Xnn7 Wnn)), O>a
It's the loss function applied to one grounded rule.

Deep hinge-loss energy function:

(I)i(Ya Xy Xnns Wnn) .= Zjéti ¢i(Y7 Xy Xnns Wnn)

e _  §
P(y,X,Xnn, Wnn) := [Pi(Y, X, Xnn, Wan) =1
R
E(y,X, Xnn s W?l?’L)WpSl) — prsl[i]q)i(yyxg Xnn s Wnn) — Wgslé(ya nynngwnn)
=1
Source: 18

Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Deep-HL-MRF

A deep hinge-loss Markov random field with random
variables and conditioned on x and x__ is a probability

density of the form:

Z(X,Xnn Wnn ' Wpsl )
0 0.10.

1 oxp(—E(y, X, Xnns Wnn, Wpsl)) (ys X) € (2
P(y|x, xnn) =

Z(X, Xnny Wnn, Wpsl) — / CXP(—E(}’, Xy Xnny Wnn,; Wpsl ) )dy
yly,xeQ2

19

Source:
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Neural Probabilistic Soft Logic Pipeline
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Figure 1: NeuPSL inference and learning pipeline.

Neural Network predicts over a set of symbolic potentials
created by a PSL program. Both the symbolic potentials and
NN define a deep hinge-loss Markov random field.

Source:

Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.
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NeuPSL Inference and Learning



Inference

e Neural inference is computing the output of the neural
networks for each g_ .

e Symbolic inference is minimizing the energy function over
y:

* i .
y = arglill E(Y~ X, Xnns Wnn, Wpsl)

y|(y,x)EQ

Learning: finding w__ and W that assign low energy to
correct values of the output and higher energies to incorrect

values.
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Learning

Learning objectives: mapping of an energy function and a
set of training examples with a real-valued loss.

Learning objectives are separable over the training examples
as a sum of per-sample loss functions L(y., x, Xi o Won

Wpsl)'

2
arg min. L(Wen; Wpsi; S ) = argmin E Lol % R s Worwmns Wips)
Wnn ,;Wpsl Wnn,Wpsl ;_1
Source: 23

Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Latent variables

Variables from the training setting are partitioned into vectors
y;,, and z. Y. are variables with a truth value while z. are

latent variables.

d :
ZZ - argmln E((y’iat7Z)7X'L.7Xi,7ln7w’n,71,,Wp8l>
z|((yi t,2),x)E
* s
y; = argmin E(y,X:, Xinm, Wi, Wpsi)

y|(y,x;)EN

z* and y* are the lowest energy states given (y. .,x.,x. ) and
(x,x. ) respectively.

24

Source:
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Constraint learning

It is when the per-sample losses are not functions of z* and
y*, and they don’t require any subproblem optimization.

Constraint learning reduces the time required per iteration at
the cost of expressivity.
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Losses

All interesting learning losses for NeuPSL are a composition
of the energy function.
OFE(-)

— = (¥, X, Xiss, Wnpn) and
- (¥ )

OE(")

a
8wnn [z] . WpSlvwnn[i]q)(Y7 Xy, Xnny Wnn)

06() _ [ 5Zm9() - swiem&nnlil(Xnn, Wan)

OW nn [1] 2 é(-) - m¢() ’ awfn[ ]gnn[ i](Xnn, Wnn) o =2
240 o

. 6() =0
0Znn 1] 8gn8n[ ]Z(Y>X gnn(Xnn, Wnn)) @(-) >0

7\

a=1

Assuming I(y,x,g_(x_,w_)) is linear, then standard
backpropagation-based algorithms can be applied for both
neural and symbolic parameter learning.

Source:

26
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268



Energy Loss

Authors propose an “Energy Loss” function that minimizes
the energy of the training samples but doesn’t require

inference over all components of y.
o

: : : i
argmin L(Wyy, Wpsi, S) = arg min g min Wiost PU(Fits Z)5 XKis Betrumy W)

Wnn ,Wps] WinieyWipsl ;1 Z|((yi~t 2),%) €82

Note that the parameters that minimize the loss function are
the same parameters that minimize summation of ® per

sample.

Per-sample energy loss partial derivative wrt w__[j] is:

i
aLz ()’z, Xis Xinns Wnn Wpsl) agbq((yi,t, Z;'k)y Xiy Xinn, Wnn)
' , — Woyst|T ' =
OWnn [J] ; ’ [ ] Z OWnn []]

qETy
27

Source:
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Joint Reasoning in NeSy-EBMs



Joint Reasoning

Get a result for an input using other inputs results as
reference/comparison.

Example:

w : NEURAL(Image,, Species) A SAMEENTITY(Image,, Image,)

— CLASS(Image,, Species)

Uses Image, to get Image, class.

Source:

29
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Joint Reasoning in NeSy-EBMs

EBM encodes dependencies between x and y.
Two categories:

e Independent (additively separable over the output
variables y).

Fl(Y[l]vx)v T 7Eny (Y[ny]vxz

E(y,x) = ;21 Ei(yli, %)

e Joint: not separable overy.

Source: 30
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Joint Reasoning in NeSy-EBMs

Independent energy function:

e Independent prediction — faster inference and learning.

e Cannot leverage joint information that may improve
predictions.

Joint energy function:

e Encodes dependencies between output variables —
better results.

e NeuPSL: scalable convex inference — boost in
performance.
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Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.
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Experimental Evaluation



Experimental evaluation

Comparison with LTN, CNN, DPL.
Two versions of NeuPSL:

e Latent variables.
e Constraint learning.

Problems:
e MNIST-Add1 and MNIST-Add2.
Evaluation of:

e 3Symbolic Inference and Runtime.
e Deep Learning and Symbolic Reasoning.
e Joint Inference and Learning.
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MNIST-Add1 and MNIST-Add2

Canonical NeSy tasks.

Task: Given images of digits and its sum, classify the
iImages.

MNIST-Add1 (| 3] + [ 5] = 8)

MNIST-Ad2 ([0, | + |3, %] = 41)

Source: 35
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Constraint learning (MNIST-Add1)

# Digit Sums

w1y : NEURAL(Imgl, X) A NEURAL(Img2,Y) A DIGITSUM(X,Y,Z) — SUuM(Imgl, Img2, Z)
wo : “"NEURAL(Imgl, X) A NEURAL(Img2,Y) A DIGITSUM(X,Y,Z) — —-SUM(Imgl, Img2, Z)
w3 : NEURAL(Imgl, X) A “NEURAL(Img2,Y) A DIGITSUM(X,Y,Z) — —~SUM(Imgl, Img2, Z)

# Digit Constraints
wy : NEURAL(Imgl, +X) >= SUM(Imgl, Img2, Z){X : POSSIBLEDIGITS(X, Z) }
ws : NEURAL(Img2, +X) >= SUM(Imgl, Img2, Z){X : POSSIBLEDIGITS(X, Z) }

# Simplex Constraints
SuM(Imgl, Img2, +Z) = 1.

Source: 36
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Latent variables (MNIST-Add1)

‘ # Neural and Latent Variable Proximity

. g 35, I ‘ Increase energy of conflicting solutions

» # Digit Sums

DiGIT(Imgl, X) A D1GIT(Img2, Y) A DIGITSUM(X, Y, Z) — SuM(Imgl, Img2, Z)
-D1GIT(Imgl, X) A DIGIT(Img2, Y) A DIGITSUM(X, Y, Z) — —SUuM(Imgl, Img2, Z)
DiGIT(Imgl, X) A —Di1GIT(Img2, Y) A DIGITSUM(X, Y, Z) — —Sum(Imgl, Img2, Z)

W) #Digit Constrains Non weighted (hard constraints)

DIGIT(Imgl, +X) >= SuM(Imgl, Img2, Z){X : POSSIBLEDIGITS(X, Z)} . .
DI1GIT(Img2, +X) >= SuM(Imgl, Img2, Z){X : POsSSIBLEDIGITS(X, Z) } X2 SymbOIIC pOtentIaIS
More variables

# Digit Sums

wy : NEURAL(Imgl, X) A NEURAL(Img2, Y) A DIGITSUM(X,Y,Z) — SuM(Imgl, Img2,Z)
w3 : “NEURAL(Imgl, X) A NEURAL(Img2,Y) A DIGITSUM(X, Y, 2) — —SuMm(Imgl, Img2, Z)
w4 : NEURAL(Imgl, X) A -NEURAL(Img2,Y) A DIGITSUM(X, Y, Z) — —Sum(Imgl, Img2, Z)

# Digit Constraints
ws : NEURAL(Imgl, +X) >= Sum(Imgl, Img2, Z){X : POSSIBLEDIGITS(X, Z)}
wg : NEURAL(Img2, +X) >= SuM(Imgl, Img2, Z){X : POSSIBLEDIGITS(X, Z)}

# Simplex Constraints

SuM(Imgl, Img2, +Z) = 1.
» DiGIT(Imgld, +X) = 1.

Source: 37
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Symbolic Inference and Runtime

Inference time per addition (ms):

DPL NeuPSL-Constraint NeuPSL-Latent

MNIST-AddI 1.34e-2 + 1.67e-4 4.00e-3 + 1.00e-4 2.98e-2 + 2.33e-4
MNIST-Add2 | 1.65e+3 +4.80e+2 8.76e43 + — —* 7.38e+2 + 3.36e+1

Can’t compare CNN nor LTN.
NeuPSL is 2-3 times faster.

Source:

Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.
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Symbolic Inference and Runtime

Inference time per addition (ms):

DPL NeuPSL-Constraint NeuPSL-Latent

MNIST-Addl | 1.34e-2+ 1.67e-4 C4.00e-3+1.00e-D  2.98e-2 +2.33e-4
MNIST-Add2 | 1.65¢+3 £4.80e+2 B TGCTFE——'  7.38e+2 + 3.36e+1

¥y

Half the number of symbolic potentials and decision
variables.

Inference requires less time to converge.

Source:

Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.
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Symbolic Inference and Runtime

Inference time per addition (ms):

DPL. NeuPSL-Constraint NeuPSL-Latent

MNIST-AddI 1.34e-2 + 1.67e-4 4.00e-3 = 1.00e-4 2.98¢-2 + 2 33e-4
MNIST-Add2 | 1.65e+3 +4.80e+2 8.76e43 + — —* 7.38e+2 + 3.36e+1

Concise set of symbolic potentials.

Model size is reduced.

Source: 40
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Deep Learning and Symbolic Reasoning

Average accuracy (%):

MNIST-Add|1 MNIST-Add2
Method Number of Additions
300 3,000 25.000 | 150 1,500 12,500
CNN 17.16 £ 00.62 7899 +01.14 96.30+00.30 | 01.31 £00.23 01.69+00.27 23.88+04.32
LTNs 69.23 £ 15.68 93.90 + 00.51 80.54 £23.33 | 02.02+0097 71.79+27.76 77.54 +35.55
DPL 85.61 +01.28 92.59+01.40 74.08+1533° | 71.37 £03.90 87.44 +02.15 9223+01.01°
| NeuPSL | 82.58 £02.56 93.66 +00.32 97.34 +00.26 | 56.94 + 06.33 87.05+01.48 93.91 + 00.37 |
NeuPSL:

e Highest performing model or within a standard deviation
of the highest performing model.

e Low variance.

Source:

Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.
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Joint Inference and Learning

Variants of MNIST-Add with re-usage of digits
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Less possible labels, must satisfy both equations.

Source: 42
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Joint Inference and Learning

Accuracy and standard deviation of all methods with varying
amounts of overlap:

MNIST-Add1

06 1 m=40 m=80
g m=20
5 04
<02 m=0

00 -

20 30 40 60 37 55 74 111 5] 112 150 225
Number of Additions Number of Additions Number of Additions
~40 UniqueMNISTImages ~75UniqueMNISTImages ~150UniqueMNIST Images
MNIST-Add2
= CNN

> 04 | wm TN
g w=== DeepProblog
il A "N |

00 —'—i j i “

10 15 20 30 18 27 36 54 37 55 74 111
Number of Additions Number of Additions Number of Additions
~40 UniqueMNISTImages ~75 UniqueMNISTImages ~150UniqueMNIST Images
n: unique images. — best performance
m: reused images NGUPSL

— lowest standard deviation

Source: 43
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Joint Inference and Learning

Accuracy and standard deviation of all methods with varying
amounts of overlap:

MNIST-Add1
> 06 4
g 04 -
& 0 2 4
00
20 30 40 60 37 55 74 111 5] 112 150 225
Number of Additions Number of Additions Number of Additions
~40 UniqueMNISTImages ~75UniqueMNISTImages ~150UniqueMNIST Images
MNIST-Add2
= CNN
> 04 | wm TN
g w=== DeepProblog
e { = NeuPSL
00 —'—i j i “
10 15 20 30 18 27 36 54 37 55 74 111
Number of Additions Number of Additions Number of Additions
~40 UniqueMNISTImages ~75 UniqueMNISTImages ~150UniqueMNIST Images

o ..
/\/ N of gddlt!ons —» DPL and NeuPSL improve prediction
= N°unique images

Source: 44
Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.



Conclusions



Kautz’s Taxonomy

Belongs to Neuro | Symbolic

e Different tasks. Symbolic
e Communicate to extract
information or Improve Neural

the performance.

| Deep Hinge-Loss Markov Random Field | | o |
Neural Inference [ Symbolic Inference J L(Wons Wpst: ¥ X)
— - = \YYnn, psils )
== O ](*) |
> s=o0l|, . = d VL( W, Wy, ¥, X)
= 0Ny, AN — 0 s '
\ (X—o| (x) -
X Biurn1 (Xpasn s W ‘|] > N = p R
© 0o el [l Vit L — — — -
Ko T KR B g € aul] [ st program | )
: » > [ = >L_; ! / EE - 1w : NEURAL(Image,, Species) / E&
| 5 l_J"l,,,-.“" _J . 3 o . SAMEENTITY(I | )~ Dataset
C y » y = argmin E(-) A (1aage,, Inage,
X Bnn.n. (Xnn: Wnn ] y CLASS(Image,, Species) \ . =7

Sources:

Pryor, C., Dickens, C., Augustine, E., Albalak, A., Wang, W., & Getoor, L. (2022). NeuPSL: Neural Probabilistic Soft Logic. arXiv preprint arXiv:2205.14268.


https://harshakokel.com/posts/neurosymbolic-systems/

Possible Uses for NeuPSL

Cases where;:
e Low data is available.
e EXxist some overlap of the data.

e Outputs can be related.
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Conclusions

e NeuPSL uses statistics, logic, and neural networks to
outperform existing methods on joint inference and with
significantly lower variance in low data settings.

e NeSy allows for interpretability and reasoning through
symbolic knowledge, while providing robust learning
and efficient inference with neural networks.
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