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ABSTRACT

Wireless Human Activity Recognition (HAR), leveraging their non-
intrusive nature, has the potential to revolutionize various sectors,
including healthcare, virtual reality, and surveillance. The advent of
millimeter wave (mmWave) technology has significantly enhanced
the capabilities of wireless HAR systems. This paper presents the
first systematic study on the vulnerabilities of mmWave-based HAR
to label flipping poisoning attacks in the context of supervised
contrastive learning. We identify three label poisoning attacks on
the contrastive mmWave-based HAR and propose corresponding
countermeasures. The efficacy of the attacks and also our coun-
termeasures are experimentally validated on a prototype system.
The attacks and countermeasures can be easily extended to other
wireless HAR systems, thereby promoting security considerations
in system design and deployment.
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1 INTRODUCTION

Wireless human activity recognition (HAR) has gained significant
attention in the past decade as a technology that enables the detec-
tion and monitoring of human gesture, behavior, and movement
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wirelessly [14, 17, 20, 36]. It works by detecting and recognizing
changes in the wireless signal caused by human activities. Wireless
HAR has diverse applications, such as healthcare, virtual reality,
monitoring and surveillance, defense and military, and smart build-
ings. A key benefit of wireless HAR is its non-intrusive nature,
along with its ability to function through walls and obstacles, mak-
ing it ideal for situations where traditional (wearable) sensors or
cameras may not work properly.
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Figure 1: Heatmaps of two activities.

One breakthrough in this field is millimeter wave (mmWave)
technology, which operates within the frequency range of 24 GHz
to 300 GHz, corresponding to wavelengths between 12.5 mm and
1 mm. The exceptional bandwidth and high-speed capabilities of
mmWave have unlocked new possibilities for HAR applications
requiring low latency and high speeds over short distances [22, 46].
In addition to new wireless techniques, novel Al approaches like
contrastive learning have also been used in wireless HAR to im-
prove performance and robustness [10, 13, 32]. Contrastive learning
improves data representation by focusing on the similarity between
instances, an aspect neglected in conventional machine learning.

Although Wireless HAR, enhanced with cutting-edge wireless
and Al technologies, demonstrates remarkable performance, there is
still a lack of research on its susceptibility to label flipping poisoning
attacks. Label flipping involves altering the labels in the training
data to negatively affect the system’s overall performance. Most of
the existing label flipping attacks target general machine learning
models, neglecting to account for the distinctive characteristics
in wireless HAR [5, 30, 34]. For example, detecting label flipping
between a "cat" and a "dog" in traditional image data is relatively
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straightforward. However, identifying such attacks between non-
intuitive "pull” and "push"” wireless heatmaps, as illustrated in Figure
1, poses a greater challenge.

The objective of this work is to identify vulnerabilities in con-
trastive mmWave-based HAR and propose countermeasures to en-
hance its security, accuracy, and robustness in the presence of label
poisoning attacks. To achieve this goal, we prototype an mmWave-
based HAR empowered by supervised contrastive learning to eval-
uate potential attacks and the corresponding defenses. Although
this study focuses on mmWave-based HAR, the rationale can easily
extend to other wireless HAR systems, including those based on
Wi-Fi and acoustic signals. We hope that our study can promote se-
curity considerations in the early phase of designing and deploying
wireless HAR systems.

In contrast to existing research [26, 27, 39], we propose three
novel attacks that exploit similarity of human activity trajectories
for label flipping attacks, an area hitherto unexamined. In the first
attack, the attacker manipulates the labels randomly to include
labels of other activities with both similar and dissimilar trajectories.
In the second attack, the attacker manipulates the label of an activity
to match the label of another activity with a different trajectory.
In the third attack, the attacker adjusts the label of an activity to
correspond with another activity that shares a similar trajectory.

We also develop defense mechanisms to mitigate the impact of
malicious labels in HAR systems that rely on mmWave technology
and employ supervised contrastive learning (SCL). Our defense
mechanism does not require any trusted training dataset assumed
by prior research [26, 27]. The basic idea is to identify confident
pairs of activities first in the poisoned training dataset using unsu-
pervised contrastive learning. Then, the identified confident pairs
are used to find more confident pairs based on representation simi-
larity distribution. Ultimately, we train the mmWave-based HAR
model based on all confident activities.

Our contributions can be summarized as follows.

o We are the first to study the label flipping poisoning attacks in
mmWave-based HAR. Our principles can be easily extended
to other wireless HAR systems.

e We present three trajectory-based label flipping poisoning
attacks and evaluate their performance in a prototype system.
We found that activity trajectories do have a large impact
on the attacking performance.

e We develop defense mechanisms to safeguard mmWave-
based HAR systems against adversarial label flipping. Our
experimental results demonstrate the robustness of our tech-
nique against the identified attacks.

The rest of the paper is organized as follows. Section II intro-
duces a basic mmWave-based HAR system. Section III describes the
prototype system we build based on supervised contrastive learning.
Section IV presents the adversary model and three possible attacks.
Section V gives our countermeasures against the identified attacks.
Section VI experimentally evaluates the efficacy of the prototype,
attacks, and our countermeasures. Section VII outlines the related
work. Section VIII concludes this paper.
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Figure 2: A basic mmWave-based HAR system.

2 A BASIC MMWAVE-BASED HAR SYSTEM

In this section, we introduce the basic mmWave-based HAR system
that employs supervised learning (SL) with a TT 1843 mmWave radar
following the design in [16, 17]. During activity recognition, the
transmission antennas of the radar first emit frequency-modulated
continuous wave (FMCW) chirps. The signals are then reflected
by each part of the user body and finally received by the receiv-
ing antennas of the radar [11, 25]. Then, the transmitted and re-
ceived signals are mixed to generate the intermediate frequency
(IF) signals, which are the input raw signals for the mmWave-based
HAR system illustrated in Figure 2. After that, the system performs
Range-FFT and Doppler-FFT to generate the Range Doppler Image
(RDI) sequences. RDI sequences are time-series heatmaps that show
the range and speed information of objects. The system proceeds
to execute Angle-FFT and remove clutters to generate the clean Dy-
namic Range Angle Image (DRAI) sequences. DRAI sequences are
time-series heatmaps that show the range and angle information
of objects.
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Figure 3: The CNN-LSTM network used for activity
recognition.

The system finally uses a hybrid CNN-LSTM model for activity
classification, shown in Figure 3. In particular, CNN captures spatial
features of each heatmap and LSTM extracts temporal features in
the time-series heatmaps characterizing the user activity. The CNN
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architecture comprises three convolutional layers, with channel
counts of 16, 32, and 64, respectively. Each layer utilizes a 3x3 kernel
size, a stride of 2, and incorporates no padding. The output from
the CNN is flattened and then processed through a fully connected
layer to yield a condensed feature representation. Subsequently, the
LSTM employs a single layer that contains 512 hidden nodes. In the
final step, we employ a fully connected layer to classify the feature
vector, which encapsulates both spatial and temporal characteristics
and produces the ultimate activity recognition result.

Our basic SL-based mmWave HAR system was developed based
on a TI 1843 radar, which has three transmission antennas and
four receiving antennas. The collected training dataset comprises
10,650 samples, encompassing six distinct hand activities: Push (PH),
Pull (PL), Slide Left (LS), Slide Right (RS), Clockwise Turning (CT),
and Anticlockwise Turning (AT). These activities were recorded
by 25 volunteers, spanning five different locations and six diverse
environments, ensuring a rich and varied data pool. The dataset
is balanced with 1775 samples of each activity. Our basic system
achieves 96.43% in the final activity recognition.

3 A PROTOTYPE ENHANCED BY SUPERVISED
CONTRASTIVE LEARNING

We now enhance the performance of the basic mmWave-based
HAR system through supervised contrastive learning (SCL). Our
goal is to train a model capable of producing similar representa-
tions for activities within the same class while generating distinct
representations for activities across different classes.
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Figure 4: Architecture of supervised contrastive learning
(SCL) for enhanced activity recognition.

3.1 Generating Positive and Negative Pairs

Supervised Contrastive Learning (SCL) leverages label information
to enhance the learning of representations in contrastive learning.
To train an SCL model, we first need to find positive and negative
activity pairs. We randomly select two different activities from the
same class as a positive pair. The samples in a positive pair teach
the model to recognize the underlying similarity between different
instances of the same class. In contrast, a negative pair consists of
two activity samples from different classes. Samples in a negative
pair teach the model to distinguish between dissimilar activities.
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The goal of SCL model training is to minimize the distance between
representations of samples in a positive pair and maximize the
distance between representations of samples in a negative pair.

3.2 Model Training

Figure 4 shows the SCL architecture, which consists of two stages.
In the first stage, we design an SCL based CNN-LSTM architecture
to capture the spatial and temporal feature vectors of each activity.
We refer to the CNN-LSTM architecture as Backbone Network, as
illustrated in Figure 3. Then, we use a Multilayer Perceptron (MLP)
to reduce the dimension of the LSTM output into 128-dimensional
feature vectors or embedding. For convenience, we denote the
embedding of an activity instance x; as z; = fo (xi), which serves
as the anchor embedding in the contrastive learning framework.
The anchor sample x; is a specific activity instance from the dataset
that acts as a reference for comparing other samples in a batch
during the training process. fs symbolizes our model architecture
function parameterized by ¢, transforming mmWave hand activity
data into meaningful embeddings. Similarly, we use z,, = f (xp) to
represent the embedding of a positive sample — a different instance
within the same class as the anchor, and z4 = fi(x,) for a negative
sample from a different activity class. After that, we apply SCL loss
to train our model to learn the representations from an activity.
The SCL loss function is designed to ensure that the model learns
to produce similar embeddings for activities within the same class
(positive pairs) while generating distinct embeddings for activities
across different classes (negative pairs), effectively leveraging the
contrastive nature of the loss.

The SCL loss function, which is fundamental to our representa-
tion learning in the first stage, is formulated as follows:

exp((zi - 2p)/0)
Y exp((zi-za)/0)’

acA(i)

1)

1
LscL =Z_W Z

iel peP(i)

where z;, zp, z, denote the embedding of anchor, positive, and
negative samples, respectively. P(i) represents the set of all posi-
tive samples that share the same label as the anchor. A(i) includes
all samples in the batch, excluding i, which ensures that the an-
chor is compared against both positive and negative samples. This
mechanism effectively handles negative pairs by emphasizing their
separation in the embedding space. 0 is a temperature scaling pa-
rameter that controls the separation between positive and negative
pairs in the embedding space. The dot product measures the sim-
ilarity between embeddings. Upon completing the training using
the SCL loss, the weights of the entire pipeline, comprising both
the backbone and the MLP, are frozen.

In the second stage of our proposed architecture, we train a
linear classifier on top of the frozen Backbone that maps the LSTM
output to the predefined activity classes. We use Cross Entropy
Loss to train the classifier layer, which is a process of fine-tuning.
This completes the entire activity classification process using SCL.

4 ADVERSARY MODEL AND ATTACKS

In this section, we first outline the adversary model and then present
three attacks by considering the similarity of activity trajectories.
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4.1 Adversary Model

The attackers aim to degrade the performance of the wireless HAR
system by manipulating the activity labels in the training dataset.
This attack differs from other backdoor and adversarial example
attacks [8, 43], as it solely involves altering labels without modify-
ing the data samples themselves. The attackers can be hired by a
malicious competitor to ruin the business of the HAR operator, and
such instances are not uncommon in the business world. They may
also extort the HAR operator or misbehave just for fun.

The training process for a wireless HAR system is labor-intensive
and time-consuming. This is primarily due to the necessity of col-
lecting wireless signals from individuals actively engaged in various
physical activities. Such a comprehensive collection process inad-
vertently broadens the attack surface, providing attackers with
more opportunities to poison the training dataset. The potential
attacking surfaces can be categorized as follows. First, individuals
involved in collecting and labeling mmWave signals could inten-
tionally mislabel data. Second, HAR system operators may acquire
mmWave training data from personal users or online platforms,
which attackers could have mislabeled. Third, the HAR operator
may outsource the model training to a third party, which could
poison the training data.

4.2 Attacks

We observe that some human activities have similar motion tra-
jectories but different motion directions. Based on the similarity
of trajectories, we can categorize the six activities in our training
data into the following three groups: Push and Pull (back-and-forth
motions), Slide Left and Slide Right (lateral movements), and Clock-
wise Turning and Anticlockwise Turning (circular motions). We
aim to study the impact of trajectory similarity on the performance
of label flipping attacks in activity classification. In addition, we
will also investigate the effect of symmetry during label manipu-
lation. For a symmetric flipping attack, if labels of activity A are
altered to represent activity B, a corresponding number of labels
for activity B are likewise modified to denote activity A. In contrast,
an asymmetric attack involves altering labels from one activity
to another without reciprocation. We study the following three
attacks and will evaluate them with symmetric and asymmetric
forms in Section 6.

Random attacks: the attacker randomly chooses a subset of sam-
ples within the training data and alters their labels to other arbitrary
labels, meaning the flipped labels could represent activities with
both similar and dissimilar trajectories.

Across trajectory attacks: the attacker chooses a few classes of
activities within the training data and modifies their labels to labels
of other activities with different trajectories.

Inner trajectory attacks: the attacker also chooses a few classes
of activities within the training data and changes their labels to rep-
resent activities with similar trajectories. Since the modified label
represents an activity with a similar trajectory, the attacker might
employ this technique to conceal the malicious label tampering.
Summary of Attacks: the three attacks above are all in their basic
forms. The attacker can conceive many variations of each attack or
an arbitrary combination of the three attacks to disrupt the HAR
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operations. There is thus a pressing need to develop sound defenses
to safeguard wireless HAR from these attacks.

5 DEFENSES

We now discuss how to defend against the label flipping attacks by
selecting confident activity samples for SCL model training. Below,
we represent scalars in lowercase and vectors in bold lowercase.

5.1 Overview of Proposed Architecture
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Figure 5: Architecture of the proposed defense against
malicious labels for training the SCL model.

Figure 5 illustrates the defense architecture, which selectively
employs activities in the poisoned training dataset to train the
supervised contrastive learning (Sel-CL) model. We adapt the ar-
chitecture from [15, 23] and divide our training process into two
phases to address the issue of malicious labels: Pretraining and
Fine-Tuning. The main goal of using pretraining in our approach is
to learn the more trustworthy representations of activities in the
poisoned training data. To achieve this, we extract confident activ-
ity labels from the poisoned training dataset and simultaneously
select confident pairs from these examples to apply SCL loss on
them. We denote the activities in the poisoned training dataset as
D = {(xi,§i)}_,, where n represents the number of samples in
the dataset, x; is the i-th activity instance, and 7; represents the
untrustworthy label of x;. The true label, albeit sometimes hidden,
is represented as y;.

Our pretraining architecture has three main parts. The first
one is a Backbone f, which transforms each activity instance x;
into a high-dimensional feature vector v;. We employ the identical
CNN+LSTM network from our prototype system as the backbone in
the defense. The second part is a classifier head which consists of a
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fully connected layer. For the prediction of class probabilities p(x;)
we use a softmax activation function. The third part is a projection
mechanism which converts v; into low dimensional representation
z;. Upon obtaining robust representations of activities through pre-
training, we freeze the pretrained backbone during the fine-tuning
stage and introduce a new classifier head atop it for the model’s
activity class predictions.

5.2 Identifying Confident Examples and Pairs

To determine confident pairs, we need to first identify confident
examples. For this purpose, we begin training our model using
Unsupervised Contrastive Learning (UCL) [4] during the initial
few epochs. This early training stage is crucial for obtaining low
dimensional representations of the activities, which are essential
for identifying confident examples in later stages. To determine
these confident examples, we measure the agreement between the
low dimensional representations and the provided labels by em-
ploying cosine distance as a measure of similarity between two
representations z; and z; as:

zZi-zj

lzillllz;ll”

To correct mislabeled instances in the dataset, we introduce
pseudo labels, §;, by aggregating the labels from the top-K nearest
neighbors of each instance. We select K = 250, as the method’s
efficacy remains stable once K reaches a sufficiently high value.
Therefore, we consider the 250 closest counterparts for each data
point to determine its pseudo label. This process involves counting
the occurrence of each class label among the top-K neighbors and
assigning the most frequent class label as the pseudo label §;. This
method leverages representation similarity to enhance the correc-
tion of mislabeled instances, thereby refining the dataset quality.
Through this framework, we approximate the posterior probabili-
ties that an instance x; belongs to a clean class. We utilize I[A] as
an indicator of an event A and [z] to denote the set {1,...,z}. The
equation to approximate these probabilities is given as:

d(zi, zj) = @

K
Ge(xi) = % I[gy = c] for x; € Nj and ¢ € [6], 3)
k=1
where N; is the collection of K-nearest instances to x;. Since our
study involves 6 classes, these classes are represented as ¢ € [6].
Cross-entropy loss is utilized to find confident examples for each
class. We designate the collection of confident examples for each
class ¢ as 7¢, which can be formulated as:

Te = {(xi,9i) [loss(q(xi), 4i) < ye. i € [n]}, ce 6], (4)

where y, represents a specific threshold for each of the 6 classes
in our dataset, dynamically set to assure a balanced composition
of confident examples across all classes. The appropriate number
of examples to select per class is determined by the a-percentile
of agreements between the modified label §j; and the original label
§i over all classes, calculated as: 3.7, I[9; = §i11[#; = c], ¢ € [6].
Ultimately, we compile the confident example set encompassing
all 6 classes, represented as 7~ = ngl 7¢. In comparison to the
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original dataset, this set has less noise, making it a more confident
base for our training process.

In the next step, we aim to select confident pairs from the dataset.
We define a confident pair as two instances that are similar in their
representations and consistent in their labels, as identified in the
confident examples set 7. Initially, we create a subset of pairs
where both instances in each pair have matching labels within 7.
Subsequently, we expand our selection to include additional pairs
based on a dynamically determined threshold y, which helps us
identify instances with high representation similarity and consis-
tent pseudo labels. y is determined by the f-fractile, which is the
statistical threshold below which a certain percentage (%) of rep-
resentation similarity scores fall. This ensures the selection of pairs
with similarities exceeding y, identifying them as confident pairs.

5.3 Utilizing Confident Pairs in Representation
Learning

We leverage the confident pairs identified earlier for representa-
tion learning and implement supervised contrastive learning [12]
in each epoch. This method enhances activity representation by
concentrating on confident pairs, strengthening the defense against
malicious labels.

Our custom pair selection strategy, detailed in Subsection 3.1, is
employed to generate positive and negative pairs for supervised
contrastive learning. This approach operates within each mini batch,
circumventing the need for data augmentation. Each training mini
batch is represented as {(x;, gi)}fi‘{, where i € I = [1,2N] is the
index of a sample in the batch. This procedure of creating positive
and negative pairs is crucial for learning a representation space
wherein samples of the same class are embedded closer together
while those from different classes are positioned further apart.

Given this setup, we apply supervised contrastive learning using
the constructed pairs. The contrastive loss £ is computed as:

1 exp(z; - z4/0)
L= 2 a2, (o oo zam) @
where A(i) is the collection of indices that don’t include i, G (i) is the
set of pairs involving instance i, and 6 is a temperature parameter.
We apply UCL [4] to samples that are not part of confident pairs.

For robust representation learning, we also incorporate a Mixup
technique [45], blending pairs of samples as x; = Ax4 + (1 — A)xp,.
Here, Ais a value between 0 and 1, following a Beta distribution. This
Mixup approach is integrated into the contrastive loss, ensuring a
balanced and effective learning process. Our system calculates the
loss for each mixed example as a linear combination of the losses
of the individual examples. The equation is written as:

Lyvix (zi) = ALa(zi) + (1= 1) Lyp(2i), (6)

where the formulation of £, and L}, is identical as the general
contrastive loss £ described earlier. It’s important to note that in
our approach, the value of A determines the dominant label for
positive/negative pair selection for each mixed instance.
Furthermore, we use confident examples for adopting a classifica-
tion learning objective to stabilize model convergence and improve
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representation quality. The classification loss Lcrs is applied to
these examples, contributing to the overall learning process.

Las= . loss(p(xi). i), W)
(x3,9:) €T
where "loss" denotes the loss function that measures the discrepancy
between the predicted probabilities p(x;) and the confident labels
i, and 7 constitutes the set of confident examples.

Our model also includes a learning objective that uses classi-
fier predictions to learn similarity labels directly [37]. That’s how
we treat the multi-viewed mini batch data, where we calculate a
similarity loss Lgp\ to refine our model’s performance further.

Lan= . > loss((p(x)p(x). I[Py € G, (®)
i€l jeA(i)
where I is an indicator function that determines if pairs (i, j) belong
to the set of confident pairs G, and A(i) includes all indices except
i, enabling learning from diverse instance comparisons.
The culmination of our approach is encapsulated in the total
objective loss, which combines these elements:

Larr = Lvix + AcLcrs + As Lsims 9

where A and A represent weights of the losses. We use A, = 1
and Ag = 0.01 in all our experiments. This balanced framework
fosters a positive feedback loop, in which finding confident pairs
and enhancing representations mutually reinforce each other.

5.4 Enhancing Classification with Fine-Tuning
Technique

In the final stage, we retain the previously trained CNN-LSTM-
based deep encoder f and add a new classifier head for building a
classifier network fy. This stage involves fine-tuning the complete
model based on the confident activity samples by utilizing a cus-
tomized version of Cross-entropy loss as a robust loss function [23].
Finally, the classifier fj outputs the activity recognition result.

6 EVALUATION

We first evaluate our prototype system with CNN+LSTM-based
supervised learning (SL) and supervised contrastive learning (SCL).
Then, we discuss the performance of the attacks on the prototype
system. Lastly, we examine the effectiveness of the proposed de-
fenses, which selectively employ samples for training of supervised
contrastive learning (Sel-CL).

6.1 Evaluation of the Prototype System

We conduct experiments in various environments, including a meet-
ing room, living room, bedroom, laboratory, and two distinct office
rooms. These environments, characterized by their distinct sizes
and furniture configurations, introduce diverse multipath effects, a
crucial element that influences the performance of activity recog-
nition systems. The data capture setup varied in terms of distance
and angle across different types of locations, with configurations
for locations 1 through 5 being: (0.6 meters, 0 degrees), (0.8 meters,
0 degrees), (1.0 meters, 0 degrees), (0.8 meters, -30 degrees), and
(0.8 meters, 30 degrees), respectively. This variation adds an addi-
tional layer of complexity and realism to the activity classification.
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Training and testing of the system involve six activities: Push (PH),
Pull (PL), Slide Left (LS), Slide Right (RS), Clockwise Turning (CT),
and Anticlockwise Turning (AT).
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Figure 6: Test confusion matrix of SL-based HAR.
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Figure 7: Test confusion matrix of SCL-based HAR.

For our study, we divided the dataset into training, validation,
and test sets based on the environment of data collection. The train-
ing set, comprising 6,300 samples, was derived from the bedroom,
laboratory, and two office rooms. The meeting room data, with
2,100 samples, formed our validation set, while the living room
data, consisting of 2,250 samples, was used as the test set.

6.1.1 Performance in Normal Conditions. We first evaluate sys-
tem performance under normal conditions, with the user’s angle
approximately at 0°. Figure 10a and Figure 11a below show the
feature representations learned by our model using the SL and SCL
approaches, respectively. These visualizations illustrate the clear
distinction and separation of activity representations when using
SCL, compared to the more entangled representations in SL. Our
SCL model achieves a remarkable 97.92% testing accuracy, demon-
strating SCL’s effectiveness in activity classification. In contrast,
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Figure 8: Test confusion matrix of SL-based HAR on
extreme angle scenarios.
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Figure 9: Test confusion matrix of SCL-based HAR on
extreme angle scenarios.

a parallel evaluation with the SL-based approach yields a 96.43%
accuracy, 1.49% lower than SCL. This differential not only under-
scores the superiority of SCL in our context but also aligns with
existing literature [12]. Figure 6 and Figure 7 show the test confu-
sion matrices for SL and SCL models. The SCL model outperforms
the SL model in almost every class.

6.1.2  Performance in Extreme Conditions. We also evaluate the
system’s performance in extreme conditions, specifically when the
user deviates from the radar’s center. The HAR system, trained
with data collected under normal conditions, is tested with 10 users
in extreme conditions at angles of +45° and +60°. That is, the testing
data is entirely unseen during the training phase. The SL-based
system achieves an accuracy of 59.83% in these challenging scenar-
ios. Again, the SCL-based system outperforms the SL-based system,
achieving an accuracy of 67.75%, which is 7.92% higher than the
SL-based model. Confusion matrices illustrated in Figures 8 and 9
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show that the SCL model outperforms SL model in extreme angle
scenarios for most of the classes.

6.2 Evaluation of Attacks

Figure 10 and 11 present feature representations of SL and SCL
based HAR under random attacks. As the ratio of poisoned labels
increases, instances of the activities become increasingly intermixed
with one another. We can observe that SCL is more vulnerable to
poisoned labels than SL. With 40% poisoned labels, differentiating
instances of activities becomes nearly impossible.

Figure 13a illustrates the classification accuracy when a random
attack is adopted. The accuracy of the HAR based on both SL and
SCL drops significantly with the increasing ratio of poisoned labels,
aligning with the previous feature representation figures. The accu-
racy of both models drops to around 70% with malicious label ratio
of 20%. We can observe that the performance of SCL-based HAR is
better than SL-Base HAR with clean training data but also collapses
faster in the presence of malicious labels. This result demonstrates
that malicious labels significantly affect the generation of positive
and negative pairs in SCL. It also implies that SCL-based systems
require enhanced protection against label flipping attacks.

Figure 13b shows classification accuracy in the presence of cross
trajectory attacks. The accuracy of the system declines as the num-
ber of poisoned labels increases, although not as drastically as with
random attacks. Again, the SCL-based HAR system exhibits in-
creased vulnerability to these malicious labels. In addition, symmet-
ric flipping attacks exert a more pronounced effect on the system’s
performance, owing to the involvement of a greater number of
classes in the attack. Both models become nearly unusable with a
malicious label ratio of above 30% in symmetric-based attacks.

Figure 13c¢ shows that the system accuracy under inner trajectory
attacks drops faster compared to cross trajectory attack especially
for the SCL models. The findings indicate that activities sharing sim-
ilar trajectories significantly influence the generation of accurate
positive and negative examples in contrastive learning compared
to those with dissimilar trajectories.

Figure 14 compares the impact of the three attacks on the SCL-
based HAR system. It is observed that random attacks are more
effective than both inner and cross trajectory attacks, with the
inner trajectory attack proving to be more potent than the cross
trajectory attack. Figure 15 demonstrates the consistent impacts
of three attacks with a 40% poisoned label ratio on feature repre-
sentations. Both cross and inner trajectory attacks are conducted
in symmetric forms. Under random attacks, instances of different
activities are completely intermingled. The feature representation
for the cross trajectory attack is marginally better than that for the
inner trajectory attack.

Based on the observations, it is clear that label flipping attacks
can significantly impact the accuracy of both models, highlighting
the need for effective defenses. While the SL model may not perform
as well as the SCL model in the absence of attackers, it shows
greater resilience to various types of attacks. Furthermore, random
attacks that poison the training data with both similar and dissimilar
trajectories are the most potent. Inner trajectory attacks, which
involve adding labels for similar trajectories into the training data,
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Figure 11: Feature representations for SCL-based HAR with clean training data and under random attacks.
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Figure 12: Feature representations for Sel-CL-based HAR with clean training data and under random attacks.

offer a strategic method for attackers aiming to conceal malicious
label tampering while still intending to make a notable impact.

6.3 Evaluation of Defenses

Figure 12 illustrates the feature representations with clean data
and under random attacks when we employ the Sel-CL technique
as the defense. It is observed that instances of different activities
remain distinctly separable, even with a poisoned label ratio of
40%. Figure 16 demonstrates the impressive capability of Sel-CL

in defending against all previously mentioned attacks. The Sel-CL-
based HAR system maintains nearly the same accuracy level with
up to 20% malicious labels for all types of attacks. Remarkably,
even when the malicious label ratio increases to 40%, Sel-CL still
maintains an accuracy of above 90% for all attacks. Surprisingly, the
random attack, which significantly impacts SL and SCL models, has
minimal effect on Sel-CL. The cross and inner trajectory attacks,
which employ fixed label manipulation methods, can induce larger
errors in the Sel-CL model. From these findings, it is evident that
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Figure 14: Comparing three attacks on SCL-based HAR.

random label flipping has a lesser impact on generating confident
examples compared to fixed label manipulation.

Figure 17 compares the performance of Sel-CL, SCL, and SL
models with malicious label ratios up to 90% under random attacks.
When the ratio reaches 80%, the Sel-CL-based system still achieves
an accuracy of above 90%, whereas the performance of SCL and
SL-based systems deteriorates to a level comparable to random
guessing.

Figure 18 displays the test confusion matrix for the HAR system
utilizing Sel-CL with clean training data. The Sel-CL-based system
demonstrates excellent performance across all activities, achieving
an accuracy of 98.78%, which exceeds the performance of SCL
(97.92%) and SL (96.43%) under similar conditions. These results
lead to the conclusion that the defense mechanisms do not adversely
affect system performance when no attacks are present. On the
contrary, the defenses actually enhance accuracy by filtering out
low-quality samples during the training data selection process.

7 RELATED WORK

Wireless human activity recognition (HAR) technology has at-
tracted significant attention due to its non-intrusive nature. Past
research has developed wireless HAR systems based on various

techniques such as Received Signal Strength Indicator (RSSI) [35],
Doppler Profiles [24] and Channel State Information (CSI) [19,
28, 42]. Recently, as a breakthrough in wireless communication,
mmWave technology has also been used to build high-resolution
HAR systems [2, 16, 33, 41, 47]. However, past research focuses on
improving performance of the wireless HAR systems, neglecting
the security issues in the systems.

In addition to new wireless sensing techniques, machine learning
mechanisms, such as supervised learning [9, 18], semi-supervised
learning [7, 42] and contrastive learning [3, 29], have been a critical
part for activity recognition. Most existing studies focus on applying
unsupervised contrastive learning to reduce the labeling cost in
wireless HAR systems [32]. A notable advancement by Khosla et
al. [12] shows that supervised contrastive learning provides higher
accuracy than traditional supervised learning algorithms [6] on
classification tasks. Contrastive learning focuses on representation
learning by pulling similar class samples together and pushing
the dissimilar class samples apart. This paper is the first to apply
supervised contrastive learning technique for mmWave-based HAR
and protect it from label flipping attacks.

Deep learning-based systems for activity recognition are sus-
ceptible to label flipping poisoning attacks, which aim to compro-
mise system performance through the insertion of malicious labels.
[38, 39] designed optimized label flipping attacks that target sup-
port vector machines (SVM). However, the mechanisms are tailored
for SVM and cannot be used directly for attacking neural networks.
Some papers [26, 27] also present label flipping attacks for wearable
HAR systems, yet they do not take into account trajectory similar-
ity during the attack process. Furthermore, they assume that there
exists a trusted training dataset to train a preliminary model for the
defense. In addition to the label flipping attacks, researchers in the
machine learning field also studied noisy label issues, which mainly
address unintentional mislabeling [1, 15, 21, 31, 40, 44]. Current
studies on noisy labels do not consider attacking strategies and
primarily focus on general machine learning algorithms, neglecting
the distinct characteristics in mmWave-based HAR.

This paper is the first one to identify trajectory-based label flip-
ping attacks on mmWave-based HAR systems in the context of
supervised contrastive learning and to propose corresponding de-
fenses without depending on any trusted dataset.
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8 CONCLUSION

In this paper, we presented the first systematic study on the vul-
nerabilities of mmWave-based Human Activity Recognition (HAR)
systems that rely on supervised contrastive learning. We identified
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Figure 18: Test Confusion Matrix of Sel-CL-based HAR.

three novel label flipping attacks by considering trajectory simi-
larity and evaluated their impact on our prototype system. Addi-
tionally, we developed defenses by prioritizing confident examples
during the training process. Extensive experiments demonstrated
that our defenses are highly effective against these attacks. The
attack and defense strategies introduced in this paper can be readily
extended to other wireless HAR systems.
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